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Abstract: Al in Education is a rapidly evolving field and program teams often do not have a shared language to
discuss the values, evidence, safeguards and scalability of individual learning activities (ILAs) incorporating Al. This
study explored the feasibility of the Al Teaching Value Alignment Canvas (ATVAC) which is a one-page instrument
that serves as a tool and a rubric to decide whether ILAs integrating Al are suitable for implementation at the
program level. The Canvas was developed using design-based instrument development where the authors reviewed
the course materials, refined and revised the Canvas based on the program learning outcomes, assessment rubrics
and quality assurance materials. An expert panel of faculty members participated in a micro-Delphi method
to validate the content and usability of the Canvas. A multi-rater scoring study was conducted in a pilot test to
investigate the validity and reliability of using the Canvas to score 12 cases of Al-based teaching practices and found
that the percent agreement, weighted Kappa and total-score ICC of the items on the Canvas were higher for more
concrete and anchored items (e.g., Problem clarity: k=0.78, Safeguards strength: k=0.76, Improvement loop: k=0.73)
and lower for more interpretive items (e.g., Indicator validity: k=0.41, Scalability & cost: k=0.39). The total-score ICC
of the Canvas is 0.79. The Canvas addresses four values which are the learning outcomes, the teacher workload
and decision quality, the service experience, and the program quality and consistency. It has feasible and practical
evidence indicators which do not require the recording of fine-grained details of the ILAs integrating Al. The Canvas
also has clear risk safeguards and governance arrangements that are lightweight. The Canvas will support program
teams in making consistent decisions on the adoption of ILAs integrating Al and thus implementing Al-based
pedagogies in a responsible manner across a variety of teaching contexts.
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1. Introduction

(1) The background

Generative Al is now becoming a standard part of the pedagogical toolkit, available in a variety of formats to
support draft feedback, formative feedback, summarizing, speaking practice and knowledge organization """,
More advanced Al agents are beginning to undertake multi-step tasks such as information searching, task critique,
content editing and learning validation. While the new technology has many real and tangible benefits including,
faster feedback for students and faculty and a more human and relevant learning experience, and reduction of
routine tasks for faculty ®!'®. These advancements present tangible opportunities, which include accelerated
feedback loops, more tailored practice, and reduced repetitive teaching workload, yet they also pose program-
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level risks, including inconsistent student experiences across classes, uneven academic integrity controls, unclear
accountability attribution, and challenges in generating credible and sustainable evidence without intrusive

monitoring [1][10][13]'

Decisions regarding program-level adoption are not the same as the experimentation the teacher has done at the
classroom level. A practice may demonstrate its utility in a single class but remain unsuitable for program adoption
if it lacks sustainability, proves challenging to verify, exhibits significant variation among instructors, or relies on
data collection methods that are impractical or unacceptable ?**. These are all factors which need consideration
that program managers need keep in mind when deciding which assessment methods will enable teaching teams
to determine when a teaching practice including educational Al is ready for adoption by the larger program rather
than simply knowing that the practice appears to work in a single classroom ',

(2) The gap in the current research

The key challenge is related to how the pedagogical practices implemented using Al are described. Typically,
teachers discuss the tools used in the pedagogical practices such as describing the use of an ‘agent for feedback’
without realizing that they are referring to the learning activity, the validation mechanism to verify the acquisition of
the knowledge by the learner and the protection mechanisms to avoid the misuse of the learning activity. Moreover,
these descriptions do not allow for comparison between pedagogical practices. The pedagogical practices are
often reduced to the discussion of the tools and educational technologies used to implement them, rather than
the practices themselves, the types of evidence required to demonstrate that the practices are pedagogically
effective, and the governance frameworks required to ensure that the practices are implemented in a way that is
educationally effective . Teachers often waste too much time discussing the pros and cons of particular tools,
rather than focusing on the practices, the quality of the evidence that underpins those practices and the governance

arrangements required to ensure that those practices are delivered in an educationally effective way """,

(3) The purpose of the research

To bridge this gap, this paper presents the Al Teaching Value Alignment Canvas alongside a corresponding from
0 to 3 point scoring rubric. The Canvas is a one-page instrument that describes a value pathway along 9 fields:
problem and context, Al intervention point, educator actions, learner actions, value domains aligned with program
priorities, attainable evidence indicators, potential risks and safeguards, governance and sustainability prerequisites
and the loop for continuous improvement. The rubric enables the teacher to use the criteria to calibrate each value
dimension, compare teaching approaches fairly, and build a bank of concrete examples to help decide which
programmes to adopt.
(4) The research questions

This research investigates three key questions:

RQ1: Which value pathways connect Al-supported practices to program priorities?

RQ2: Which evidence indicators are viable without relying on invasive, fine-grained logs?

RQ3: What is the validity of the Canvas and the rubric for various stakeholders in terms of content, usability and
reliability?

2. Literature Review

(1) Al-enhanced pedagogy as a design challenge: mechanisms rather than instruments

Educational technology is frequently implemented as a tool in the classroom with little consideration given to
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pedagogical implications "™, As a result, Generative Al makes the technology-centered approach highly probable.

The Generative Al can produce highly sophisticated and correct responses, which obscure the fact that the students
have not constructed a deeper level of understanding **'®. A mechanism-oriented approach to program evaluation
can help to focus on teacher behavior that restricts the use of technology, student behavior that is associated with
learning, and other indicators of learning **.

The use of Al agents makes it important to have a clear understanding of how they work. These agents are
programmed with certain steps in mind, like getting information, summarizing it, critiquing it, and then revising
it, which can affect the work students do and what they expect to happen **
agents or set them up in different ways, it could lead to different experiences for students and different standards
from one class to another **. By focusing on how these agents work, teachers can have better discussions with their
teams about how the agents fit into the workflow, what students are expected to do on their own, how learning is
assessed, and how to prevent problems with academic integrity and fairness in education ", This helps ensure
that every student is on the same page and that the use of Al agents supports learning in a consistent and fair way.

8 |f different teachers use different

(2) Evidence and assessment without detailed learning analytics

Fine-grained interaction logs can support instructional evaluation, yet program-level implementation faces
practical and governance challenges, including vendor dependence, ambiguous definitions, heavy compliance
burdens, and eroded trust among stakeholders *"™. Furthermore, behavioral traces frequently exhibit only a
tenuous correspondence with learning assertions . A pragmatic alternative involves data-minimized assessment
leveraging evidence already integrated into teaching and quality assurance procedures ***,

Three categories of evidence are especially viable at the program level: (1) performance evidence aligned
with intended learning outcomes, such as rubric-based quality scores, revision improvements, oral verification
assessments, and evidence-tracing accuracy; (2) operational indicators that measure process efficiency and rework,
including feedback turnaround time, rework rate, frequency of clarification requests; (3) governance artifacts
that ensure auditability and standardization, such as moderation notes, calibration records, updates to exemplar
banks, and risk safeguard documentation. These forms of evidence are comprehensible, sustainable, and facilitate
triangulation without excessive dependence on behavioral records.

(3) Program-level governance and scalable pedagogical innovation

For scalable pedagogical innovation to work, there need to be common norms, methods for calibration and
moderation, clear job definitions, ways to reduce risk, and cycles of continuous improvement “*. Boundary objects
like templates, frameworks, and rubrics make it easier for people with different skills to work together, such as
instructors, quality assurance and professional services, leadership, and learning technologists . A one-page
Canvas may be a useful boundary object because it standardizes descriptions, makes evidence and protections
clearer, and makes it easier to compare and make decisions without everyone having to agree on one Al tool.

3. Methodology

(1) Research design

This work used a technique for developing instruments that focused on design. The goal was to create a tool-
neutral evaluation tool that could be used to compare and choose between different Al systems at the program
level, rather than testing a specific Al system.

Phase 1: Building the instruments

Iterative drafting and document analysis were used to create the canvas and rubric. Some of the inputs were the
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program’s learning goals, module descriptions, assessment rubrics, quality assurance documents, and rules about
data governance and academic integrity. A purposive sample of Al-supported teaching practices was used to figure
out the range of Canvas blocks and rubric anchors. The rubric turned the Canvas into 12 evaluative dimensions that
evaluate sustainability, risk governance, safeguards, evidence feasibility, and learning verifiability. It used a 0-3 point
anchor scale.

Phase 2: Micro-Delphi/expert panel examination of content validity and usability

A micro-Delphi/expert panel evaluated dimension significance and usability/clarity, providing qualitative
feedback on the evidence’s viability and identifying any absent or redundant constructs. Ratings and comments
helped improve the definitions of dimensions, anchor examples, and governance guidance. The goal was to reduce
the amount of subjective interpretation in evaluations of evidence quality and scalability.

Phase 3: Multi-rater scoring research pilot project

To reduce discrepancies in scoring due to information gaps, a pilot multi-rater scoring study utilized the rubric on
12 standardized one-page case briefs corresponding to Canva’s core components. Three raters looked at each case
on its own and gave short explanations for any extreme or unclear judgments. The study used percent agreement,
weighted Kappa per dimension, and ICC for overall scores to analyze the agreement.

The reasoning behind selecting cases (coverage sampling + anchor extremes)

The study used purposive coverage sampling to pick cases that showed typical Al teaching practices at the
program level. These included teacher decision support, learner-facing practices, verification-oriented designs,
service-experience interventions, and instructional operations/efficiency practices. The study included a high-
readiness case (A01) with clear verification, possible evidence bundles, and clear safeguards/governance, and a
low-readiness case (BO1) with tool use but no verification or governance specification. These cases were chosen
on purpose to test discriminant demonstration. To make things easier to compare, all of the cases were put into a
common one-page short format that matched the Canvas headers.

(2) Data minimization and ethics

No information that could identify a person was collected. Evidence examples use anonymized artifacts and
aggregated indications, which follow the rules of proportionality and data minimization.

4, Result

(1) The framework and evaluation criteria structure

The Value Alignment of Al Teaching Canvas explains how Al-supported practices can be used to create value and
shows the difference between the point of Al intervention and the pedagogical mechanism. It requires clear actions
and verification artifacts from both the teacher and the learner, which means that using tools cannot be seen as
proof of learning.

Table 1: One-page Structure of the Al Teaching Value Alignment Canvas

Al Teaching Value Alignment Canvas (One page structure)

No. Factor Rubrics

-Course/task/level/assessment link

1 roblem and context . .
P -Instructional problem and why it matters

-Inputs — Al function/constraints — Outputs

2 Alintervention point -What Al cannot do / what must be verified

-Task constraints, modelling, sampling

3 educator actions .
-Moderation/exemplar use
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learner actions

-Required verifiable artefacts
-Reflection/revision memo

value domains aligned with program priorities

-Learning outcomes
-Workload & decision quality
-Service experience
-Programme quality/consistency

measurable evidence indicators

-Performance evidence
-Operational indicators
-Governance artefacts

potential risks and corresponding safeguards

-Integrity
-Reliability
-Fairness
-Privacy
-Dependency — corresponding controls

governance and sustainability

-Light RACI + review cadence + resources/training/cost

feedback loop

-What is reviewed, by whom, how often, and how exemplars/
anchors are updated

(2) The content validity and usability

Table 2: Expert-panel ratings of rubric dimensions (importance and usability) and resulting revisions

. . Importance | Usability/Clarity | % Important Key feedback - .
Dimension (Median [IQR]) | (Median [IQR]) (24) (summary) Revision action (v1.0—v1.1)
Problem clarity 4.5[4-5] 4.0 [4-4] 8% Clarlf)( scope and | Added minimum context fields
baseline context + examples
Teg;l;irmn;cr:\;es 4.0 [4-5] 3.5([3-4] 75% Sequence matters Added stepwise prompts
Learner moves Must have observable| Verification artefact checklist +
— — 0,
verifiable >015-3] 35341 100% artefacts anchor examples
Value pathway 4.0 [4-5] 3.5 [3-4] 7504 Uneven coverage Require >2 value domains
clarity ) ) 0 across domains stated
Evidence feasibility o Embed in existing Introduced 3-part evidence
(no fine logs) >014-5] 3.013-4] 88% processes bundle template
Indicator validity 4.5 [4-5] 3.0 [2-3] 75% Validity needs Added valid/invalid indicator
examples contrasts
Risk cateqories Fixed 5 risk categories
Risk identification 4.5 [4-5] 3.5[3-4] 88% 9 (integrity/reliability/fairness/
should be stable .
privacy/dependency)
Safeguards strength 5.0 [5-5] 3.5 [3-4] 100% Add enforFement Added samp!lng/enforcement/
details escalation prompts
Governance clarity o Shifted to “minimum viable
(light RACI) 4.0 [4-5] 3.0[2-3] 75% RACI feels abstract governance” checklist
. Show how it .
Cons!stency & 4.5 [4-5] 3.0 [3-4] 88% standardizes across Added moderation/exemplar
fairness cues
classes
Scalability & cost 4.0 [3-4] 3.0 [2-3] 63% Cost weighting differs| Split cost into time/training/
y ) ) 0 by role tool-dependence
Improvement loop 4.5 [4-5] 3.5 [3-4] 88% Specify cadence and Added cadence + update
) ’ responsibility outputs
Usable; reduce
Overall instrument — 3.6 [3-4] — subjective /.\d.ded anchor e>‘<amples +
. . minimum case-brief checklist
interpretation

Analysis: Panel ratings emphasized verifiability, evidence feasibility, and safeguards (importance medians
around 5.0), suggesting that programme adoption decisions depend on the assess ability of learning claims and
the sustainability of evidence and controls. Usability was less effective for Indicator validity and Scalability & cost,
indicating role-based interpretative variations—an initial indication that these dimensions necessitate more robust
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anchor examples and standardized case documentation.

(3) The pilot inter-rater agreement

Table 3: Inter-rater agreement for rubric dimensions in the pilot scoring study

Dimension Mean score across Percent Weighted Kappa (95% Main disagreement reason (summary)
cases (SD) agreement (%) @)
Problem clarity 1.92 (0.74) 86 0.78 (0.66-0.88) Baseline context missing in some briefs
Teac.her moves 1.83 (0.69) 80 0.66 (0.52-0.79) Sequence/logic of actions unclear
alignment
Learner moves verifiable 1.58 (0.83) 83 0.72 (0.59-0.84) Verification artefacts underspecified
Value pathway clarity 1.71 (0.66) 78 0.64 (0.48-0.77) Domain coverage uneven
Evidence feasibility 1.54 (0.79) 76 0.60 (0.44-0.74) Collection effort uncertain
Indicator validity 1.33(0.77) 66 0.41 (0.22-0.59) Different interpretations of “valid”
Risk identification 1.46 (0.88) 82 0.70 (0.56-0.82) Risk priority not explicit
Safeguards strength 1.38 (0.95) 85 0.76 (0.63-0.87) Enforcement details missing
Governance clarity 1.21(0.85) 73 0.57 (0.39-0.72) Ownership/cadence absent
Consistency & fairness 1.29 (0.78) 72 0.55 (0.36-0.70) Standardisation across classes unclear
Scalability & cost 1.62 (0.71) 64 0.39 (0.19-0.56) Role-based weighting of time cost
Improvement loop 1.18 (0.92) 84 0.73 (0.59-0.84) Review cadence/responsibility vague
Total score (0-36) 18.05 (6.40) — ICC = 0.79 (0.63-0.89) Variance driven by evidence/
governance clarity
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Figure 4: Agreement of dimension (Weighted Kappa)

Analysis: Agreement patterns exhibit a distinct concreteness gradient. Dimensions with a greater number of
observable anchors attained higher Kappa values (approximately 0.73-0.78). Additional interpretive dimensions
exhibited lower Kappa values (approximately 0.39-0.41), consistent with role-based weighting and the ambiguity
regarding what constitutes a valid indicator. Overall total-score reliability was satisfactory (ICC=0.79), indicating that
the rubric can support programme-level differentiation of preparedness, even as refinement at the dimension level
is prioritized.

(4) Case-set coverage and overall score distribution

To guarantee comprehensive ecological coverage, the pilot set comprised 12 standardized cases encompassing
learner-facing practices, verification-oriented designs, teacher decision support, service-experience interventions,
and teaching operations. Total readiness scores exhibited a broad distribution (M=18.05, SD=6.41), characteristic of a
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typical program portfolio: numerous practices classified as ‘promising but incomplete’and a smaller number of more

mature exemplars.

Table 5: Total-score distribution across 12 cases

Score band Count Case IDs
0-9 1 BO1

10-19 7 C05, C06, C07,C08, C09, C10,C11

20-29 3 C02, C03, Co4

30-36 1 A01

Table 6: Total readiness scores by case
Rank Case ID Brief label Total score (0-36)

1 A01 Comprehension Verification Chain (Lecture—Summary) 30.35
2 C02 Feedback Triage Assistant (Teacher-in-the-loop) 24.60
3 Co3 Speaking Rehearsal + Reflection Prompts 23.80
4 Co4 Reading Summary + Evidence Indexing 21.00
5 c10 Writing Revision Coach (Draft— Draft) 18.50
6 co7 Citation & Source Fidelity Checker (Formative) 18.00
7 Co6 Peer Review Assistant + Audit 17.00
8 Co5 Vocabulary Practice Generator (Curriculum-aligned) 15.90
9 co9 Office Hours Intake Agent (Service) 14.70
10 C11 Translation/Paraphrase Helper (High dependency risk) 13.90
11 C08 Lesson Material Drafting (Teacher) 13.50
12 BO1 Al Auto-Summary (Minimal controls) 535

Interpretation: The distribution emphasizes the functional role of the Canvas. The majority of practices are not
inherently bad but rather incomplete, frequently lacking evidence bundles, safeqguards, or proper governance. The
instrument facilitates structured improvement pathways rather than simple approve or reject determinations.

(5) The comparison between strong and weak case profile
Table 7: Rubric profiles for two illustrative cases (strong vs weak), averaged across raters (0-3 per dimension)

Dimension A01 Mean BO1 Mean
Problem clarity 3.00 1.00
Teacher moves alignment 2.67 1.00
Learner moves verifiable 3.00 0.33
Value pathway clarity 2.67 1.00
Evidence feasibility 2.67 0.33
Indicator validity 2.00 0.33
Risk identification 2.67 0.00
Safeguards strength 2.67 0.00
Governance clarity 2.33 0.00
Consistency & fairness 2.33 0.33
Scalability & cost 1.67 1.33
Improvement loop 2.67 0.00
Total (0-36) 30.35 5.35
Table 8: Profile plot (text) for AOT vs BO1 (0-3 per dimension)
Dim: 1 2 3 4 5 6 7 8 9 10 11 12
AO01: 3 2.7 3 2.7 2.7 2 2.7 2.7 2.3 2.3 1.7 2.7
BO1: 1 1 0.3 1 0.3 0 0 0 0 0.3 13 0

Analysis: The rubric uses both total scores and diagnostic dimension profiles to measure readiness. AO1’s
strengths are in important areas of the program, such as verifiable learner actions, achievable evidence collections,
safeguards, governance, and cycles of continuous improvement. BO1’s higher scalability and cost score means that it
will be easy to put into action. But the lack of verification, evidence planning, and safety measures shows why a low
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cost doesn't always mean that a program is ready.

5. Discussion

(1) Theoretical and methodological contribution

This research recontextualizes Al-supported instruction as a manageable practice rather than merely a tool
deployment. The common problem of treating Al fluency as learning is solved by using a one-page Canvas and
a scored rubric that clearly explains how things work, how to check them, and how to protect them. As shown
in Figures 2 and 3, stakeholder validation and pilot reliability can be used to help with iterative refinement. The
panel determines the most important constructs (verification, evidence feasibility, safeguards), and the agreement
results show where anchors and documentation standards need to be improved (indicator validity, scalability/cost).
The concreteness gradient in Figure 4 provides a useful design tip, which shows dimensions that need contextual
judgment will stay noisier unless the instrument gives stronger examples, clearer anchor criteria, and fewer case-
brief requirements. Meanwhile, the instrument’s total-score reliability (ICC=0.79) shows that it can already help with
program-level comparison and prioritization.

(2) Practical implication for teaching staffs

The score distribution shows that most practices are in the middle range. This means that program governance
should not be seen as supporting or opposing the use of Al. Instead, it should be seen as helping practices get
ready for the program by finishing evidence bundles, safeguards, and governance elements. The Canvas allows for
three workflows: (1) building an exemplar bank by standardizing the documentation of mechanisms, verification,
evidence, safeguards, and governance; (2) calibration and fairness through multi-rater scoring sessions that lower
cross-class variability; and (3) conditional adoption based on diagnostic profiles (e.g., strong learning value but weak
safeguards) instead of all-or-nothing judgments.

(3) The design principle of data-minimized evaluation

A data-minimized approach is both feasible and acceptable, as evidenced by panel ratings and pilot results. This
method simultaneously generates interpretable evidence that is associated with quality processes and learning
claims, while simultaneously reducing vendor dependence and surveillance concerns. In future iterations, the
anchors for indicator-validity (k=0.41) and scalability/cost (k=0.39) should be strengthened by providing examples
of valid and invalid indicators, aligning evidence expectations with existing assessment rubrics and moderation
routines, and clarifying role expectations for resource trade-offs.

6. Future work and limitations

This paper presents preliminary validation utilizing a limited panel and a constrained experimental case set. The
outcomes are dependent on the thoroughness of the case briefs. Future research should (a) assess the instrument
across various institutions and programs, (b) perform longitudinal implementation studies to determine if the
Canvas diminishes practice variability and improves program consistency, and (c) evaluate specific refinements for
low-agreement dimensions through supplementary anchor exemplars, rater training, and standardized case-brief
checklists.

7. Conclusion

As Al-supported pedagogy becomes more common, especially in the context of more complex Al-agent
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[11]14]

workflows , program teams need a simple tool that clearly shows evidence, safeguards, and governance, as well

as links practice design to program priorities. Descriptions that focus on tools are not enough for program decisions
because they do not explain how they work or how to check them, and they do not include the controls and
ownership that are needed for responsible, scalable adoption "%,

This study developed and preliminarily validated the Al Teaching Value Alignment Canvas and its corresponding
rubric. The instrument defines Al-supported practices as value pathways that set Al intervention apart from what
teachers and students do. Additionally, it includes a data-minimized evidence strategy that focuses on practical
performance, operational, and governance indicators, as well as risk safeguards and light governance.

Illustrative stakeholder ratings and pilot scoring results suggest that the instrument can be used in different roles
and can tell the difference between different levels of readiness in ways that are important to the program. The
overall total-score reliability allows for program-level comparison, and the patterns of agreement show that there
are different areas that need to be improved, especially indicator validity and scalability. By iteratively strengthening
anchor exemplars and standardizing case documentation, the Canvas can help programs turn scattered Al teaching
innovations into program assets that can be audited, compared, and improved. This method makes it possible to use
these new ideas in a wide range of teaching settings in a responsible and scalable way.
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Appendix: Pilot case set overview (12 cases)

Case ID Brief label Coverage category Total readiness score (0-36)
AO01 Comprehenswn Verification Learner-facing + verification 30.35
Chain (Lecture—Summary)
Al Auto-Summary from Notes .
BO1 (Minimal controls) Learner-facing (tool-only) 5.35
Feedback Triage Assistant -
Cco2 (Teacher-in-the-loop) Workload/decision support 24.60
Co3 Speaklng Rehearsal + Practice + metacognition 23.80
Reflection Prompts
Reading Summary + Evidence . e
co4 . Learner-facing + verification 21.00
Indexing
Cco5 Vocabular.y Practlce: Generator Practice + assessment support 15.90
(Curriculum-aligned)
Co6 Peer Review A55|.stant + Audit Peer learning + quality control 17.00
Sampling
Citation & Source Fidelity . .
co7 Checker (Formative) Integrity + learning support 18.00
Cco8 Lesson Material Drafting for Teaching operations/efficiency 13.50
Teachers
Cc09 Office Hours Iptake Agent Service experience/triage 14.70
(Service)
Writing Revision Coach .
C10 (Draft— Draft) Writing development 18.50
Translation/Paraphrase Helper .
cn (High dependency risk) Support (risk-prone) 13.90
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